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Background: 

In the last decade, more and more services have moved into the cloud.  Cloud e-mail (e.g. Gmail), online 

banking, and new services like online social networks are more powerful and convenient.  Users can 

access these services from anywhere and don't need to buy or manage their own hardware. 

This comes, however, at a cost of control over their data and privacy.  A few services encrypt user data 

in a way that guarantees user privacy, even from the service provider, but this sharply limits the features 

they can provide, such as the ability to search uploaded data.  There is a tradeoff between privacy and 

functionality. 

Encrypted search is a midpoint between total data privacy and full functionality.  It allows a cloud 

service to search user data without access to the plaintext content.  It can be done either by embedding 

encryption within inverted search indexes or by wrapping encryption around the data structures.  This 

project will focus on the latter. 

In our application, the server has access to a user's encryption key only sometimes.  We use Lucene 

Transform (an open source project) to encrypt the search index when it is generated and decrypt it 

when it is used.  Lucene Transform applies encryption to not the whole search index, but to index file 

blocks of configurable size (e.g. 4 kb).  Changing this size affects the security of user data and the 

performance overhead of Lucene Transform. 

Project description: 

The general goal of this project is to cryptanalyze wrapped encrypted search.  What is the privacy impact 

of decreasing the encryption block size?  What weaknesses does the system have and what privacy 

guarantees can we provide? 

The project's goals are: 

 Quantify the security of a typical inverted index as a function of the encrypted block size.  

Clearly, if the block size is reduced to 1 byte, the data structure clearly leaks a lot of data, but 

larger block sizes are harder to analyze.  What can an adversary learn from the ciphertext alone?  

With a chosen plaintext attack?  This is the most important goal.  If it takes all of the students' 

time, that would be fine. 

The block encryption method (e.g. AES) is assumed to be secure.  Cryptanalysis should focus on 

the pattern of block ciphertexts. 

 Apply this analysis to Lucene indexes encrypted by Lucene Transform, in particular. 

 Analyze how much can be learned from other data structures that are block-encrypted.    

Suppose the data structure is N bits long and we know K bits about it (from general knowledge 



of the data structure or a partial chosen plaintext attack).  How much can we learn as a function 

of the encryption block size?  This analysis could be applied to other types of data structures or 

extended generally, independent of the particular data structure. 

 Cryptanalyze other aspects of Lucene and Lucene Transform.  e.g. What if the encrypted index 

size is not a multiple of the encryption block size? 

The results may be applicable to a major new Symantec product and may also yield a publishable paper. 

Methods and references: 

This project obviously involves a lot of cryptanalysis (though not of encryption algorithms like AES).  

Cryptanalyzing the block-encrypted data structures will require understanding the data structures and 

applying statistics and information theory.  Cryptanalyzing other aspects of Lucene and Lucene 

Transform are a matter of understanding the whole system, how its components work together, and 

how an attacker might subvert the system. 

Lucene:  http://en.wikipedia.org/wiki/Lucene, http://lucene.apache.org/core/ 

Lucene Transform:  https://code.google.com/p/lucenetransform/ 
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